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ABSTRACT
Cluster graphs are a valuable concept to visualize structured relational information. Hierarchical cluster graphs impose further levels of granularity which may be controlled
by the user. In this paper we present a force directed layout
adjustment algorithm for hierarchical cluster graphs. Clusters and cluster hierarchies respectively, can be dynamically
closed or opened which is vital to selectively reduce the information presented by large graphs. In our case such an
operation only rearranges the graph locally, therefore preserving the mental map of the user. We also present results
achieved with our algorithm in the domain of semantic net
exploration.
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1.

INTRODUCTION

Force directed placement (FDP) algorithms evolved from a
VLSI technique originally described by Quinn et al. [19].
Eades [4] based his work on the afore mentioned technique
and adopted it for the drawing of undirected graphs. He
modeled edges of the graph as springs, but his force model
does not reflect Hooke’s law, unlike Kamada and Kawai [12]
who solved a set of linear equations. Fruchterman et. al [8]
improved performance of computation by changing the force
model. Since then many different force models have been
developed.
With increasing amount of data, graphs tend to become more cluttered and visually incomprehensible. Clustered graphs are a way to bring more structure on top of the classical
graph model. Different algorithms for the drawing of clustergraphs have been proposed since the clustered graph model
was introduced by Eades et al. [5]. As mentioned by Brockenauer et al. [1] a simple method would be to add dummy
attractors for each cluster and connect every node of that
cluster with the attractor. Nodes of the same cluster will
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therefore be closer together. Huang and Eades [11] introduced another approach which uses three different spring
forces. For an edge which connects two vertices belonging
two different clusters another spring force is used as for an
edge which connects vertices of the same cluster. The third
spring force is used for edges between a virtual vertex (dummy attractor) and a vertex. A similar approach was taken by
Wang and Miyamoto [21], which used the concept of a metagraph instead of dummy vertices. Related to this problem,
is the issue of how to remove node overlapping for non-point
vertices. This issue was first addressed by Misue et al. [16].
Recently, Li et al. [14] introduced a FDP algorithm which
uses a dynamic natural length and preserves the mental map
([16]). It was proven by Nagamochi et al. [10] that transforming a layout with overlapping nodes into a minimum area
layout without node overlapping is NP-hard.
The problem of how nodes should be grouped into clusters
also spawned widespread research interest. A good overview
of clustering algorithms can be found in [9]. In recent years
clustering approaches with user involvement become popular. For example, Nascimento et al. [3] presented a method
where users can give hints“ that help the computer to find
”
better solutions.
The algorithm presented in this paper is a layout adjustment algorithm, since it is dependent on an already existing
initial layout of the graph. This work is based on the work
of Wang et al. [21] and Li et al. [14] extending it to support subcluster hierarchies. The remainder of this paper is
structured as follows. Section 2 reviews in short the definitions which are used throughout this work. In Section 3 our
algorithm is described in detail. Results obtained with our
method are presented in Section 4. Before we conclude the
paper in Section 6 topics for future work are presented in
Section 5. AppendixA outlines in short our automatic clustering algorithm.

2.

DEFINITIONS

A graph is a tuple G = (V, E) where V is a finite set of
nodes and E is a finite set of edges. An edge e = (v1 , v2 )
v1 , v2 ∈ V connects the two vertices v1 and v2 .
Clustergraphs are an extension of graphs, which exhibit a
hierarchical structure of clusters, in which the nodes of the
graph are organized. A clustered graph (or clustergraph) is
a graph with a partition (C1 , ..., Ck ) on the vertex set. Ci
i = 1...k are called cluster. A (k-way) partition of a set

C is a family of subsets (C1 , ..., Ck ) with ∪ki=1 Ci = C and
Ci ∩ Cj = 0 for i 6= j [1]. A hierarchical clustergraph Gc is a
tuple Gc = (G, T ) where T is a rooted tree, whose leaves are
exactly the nodes of G (according to [5]) . A cluster Ci is a
subcluster of a cluster Cj , if and only if Cj is an ancestor of
Ci in T .
For the following discussion we define a meta-graph as G =
(V, E) where V is a finite set of meta-nodes and E is a finite
set of meta-edges. A meta-node νi consists of all vertices of
cluster Ci . Because we would like that clusters containing
nodes connected with each other should be close together –
to keep edges in the final embedding short – a meta-edge
ε = (νi , νj ) connects the two meta-node νi and νj if there
exists an edge e = (vi , vj ) i 6= j with vi ∈ Ci and vj ∈ Cj .
Each two meta-nodes νi and νj i 6= j are connected by at
most one meta-edge.

3.

ALGORITHM

First, the clustering of graph G has to be defined. This can
be done either automatically, semi-supervised or manually. For example the popular k-means clustering algorithm
[15] classifies n nodes into k clusters by assigning each node
to the cluster whose average value on a set of p variables
is nearest to it by some distance measure on that set. A
semi-supervised variant of the k-means algorithm has been
published by Wagstaff et al. [20]. A brief survey of clustering methods can, for example, be found in [18]. We used
our clustering algorithm outlined in Appendix A.

Figure 1: Two meta-nodes, whereas B is subordinate
to A. Since B does not have any subordinate metanodes the inner bounding box equals the outer. The
small dots indicate the centers of the boxes and the
arrows the half width and height respectively.

Second, the graph G is layouted without considering cluster
information. This can be done by classical force directed
layout algorithms ([8, 4, 2]) or of course with any other graph
drawing algorithm. This step yields an initial graph layout.
From this layout the metagraph G has to be derived (see
Section 3.1). Finally, the metagraph is layouted with the
algorithm described in Section 3.2.

3.1

Deriving the metagraph

The meta-graph G is derived from Gc by creating a metanode for each cluster. A meta-node stores all nodes which
belong to the cluster. Furthermore, the superordinate metanode and a list of subordinate meta-nodes is saved, yielding a
tree structure. For faster access during the layout process the
branching point“ is also stored. In addition two bounding
”
boxes are stored. In the reminder of this paper we will refer
to them as inner bounding box and outer bounding box.
The inner bounding box encloses only the nodes of the current meta-node. The outer bounding box encloses the nodes
of the meta-node itself and of all subordinate meta-nodes.
If a meta-node is a leaf then the outer bounding box equals
the inner bounding box. A bounding box is defined by its
center and the half length in x and y direction. Since each
cluster is surrounded with a slightly inflated convex hull to
allow for better distinction, a fixed value is added to the
half length to accommodate that hull. The size of the outer
bounding box can simply be determined by traversing the
tree. Figure 1 shows the bounding boxes with their center
and half lengths.
The branching point“ of a meta-node νi is the first node
”
that has more than one branch if you follow the tree up to

Figure 2: A tree of a graph which consists of 9 metanodes, whereas B is branching point for D, E and G.
Node F is branching point for H and I and the root
A is branching point for B, C and F .
the root, starting from νi . We will refer to the branching
point of a meta-node ν as bp(ν). Figure 2 depicts this concept.
If Gc has nodes which do not belong to any cluster, either
a meta-node for each node or for a group of nodes is constructed. After G has been built each node has to belong
exactly to one meta-node. Edges between a pair of clusters
are collapsed into one meta-edge. It is worth mentioning
that the meta-edges do not correspond to the branches in
the tree. Figure 3 shows a sample graph, its corresponding
meta-graph and the tree structure defining the hierarchy of
clusters (and meta-nodes respectively).

3.2

Meta Layouter

The proposed algorithm follows the approach of Fruchterman and Reingold [8] including their force model, although
other force models could be used as well. The spring forces

Figure 3: A sample graph (left), its corresponding meta-graph (middle) and the respective hierarchy (right).
Outer bounding boxes are shown in solid orange and inner bounding boxes dashed. The red lines depict the
meta-edges.
are therefore computed with

d2
k
k2
fr = −
d
fa =

(1)

where fa and fr are the attractive and repulsive forces, respectively. As with classical FDP algorithms repulsive forces
are calculated between each pair of meta-nodes and attractive forces only between meta-nodes which are connected by
a meta-edge. d is the current length and k is the so-called
dynamic natural length (as Li et al. [14] called it). The dynamic natural length between two meta-nodes ν1 and ν2 is

(2)

Figure 4: An example of a hierarchical clustergraph,
showing the bounding boxes as well as the underlying rooted tree.

where l1 is the diagonal of either the inner or outer bounding
box of ν1 and l2 is the diagonal from binner or bouter of ν2 .
The current length d between two meta-nodes is simply the
distance of the midpoints of the appropriate bounding boxes.
Which bounding box to consider depends on ν1 and ν2 . Two
different cases can be distinguished:

of the subtrees where ν1 and ν2 reside must be taken. For
instance, in Figure 4 meta-nodes E and H share the same
branching point B but are in different subtrees, therefore
the outer bounding box of D and E have to be used. If they
are in the same subtree it is sufficient to consider the inner
bounding box of ν1 and ν2 .

bp(ν1 ) and bp(ν2 ) are unequal: In this case we construct
a path (ν1 , ..., νc1 , νc ) from ν1 to the first node νc which have both metanodes, ν1 and ν2 , in common. Analogous we
construct a path (ν2 , ..., νc2 , νc ) for ν2 . The outer bounding
boxes for νc2 and νc1 are then considered. As shown in Figure 4 this would for example be the case for meta-node D
and F , where the outer bounding boxes of B and C have to
be taken.

After all nodes have been displaced at the end of an iteration, the bounding boxes have to be recalculated. Since the
outer bounding box of meta-nodes in higher levels depend
on the outer bounding box of the meta-nodes below, this can
be done recursively, starting from the leaves of the tree upwards. Note that the size of the inner bounding box does not
change, because the layout of the nodes of the meta-node is
not changed. Therefore only the position of the inner bounding box has to be updated.

k=

l2
l1
+
2
2

bp(ν1 ) equals bp(ν2 ): This means that ν1 and ν2 are accommodated by the same superordinate meta-node. First,
it has to be checked if ν1 and ν2 are in different subtrees
or in the same subtree of bp(ν1 ). In the former case the outer bounding box of the subordinate meta-nodes of bp(ν1 )

3.3

Break Condition

The calculation can safely be terminated if none of the bounding boxes intersect, although the resulting layout could still

be contracted. Determining if two axis aligned bounding boxes (AABBs) A and B overlap is simple. We only have to
check if Amin
> Bxmax or Bxmin > Amax
or Amin
> Bymax or
x
x
y
min
max
By
> Ay
(see for example [17]) to determine if A and B
are disjoint. The only problem which remains is to determine
which bounding boxes have to be checked for overlapping.
Because sometimes it is completely valid that a bounding
box is inside another (for example binner of E inside bouter
of B in Figure 4), in other cases it would be wrong (for
instance binner of F is not allowed to be inside bouter of B).

Melvil is a tool for the creation of semantic networks in
terms of directed graphs, concepts and clusters. The visualization of such knowledge networks (or semantic networks)
for knowledge exploration highly depends on methods to
display the elements such as nodes, clusters and relations
in a clear manner. The arrangement of this clusters is implemented via the aforementioned techniques. Exploration
of networks is also supported in Melvil, via search queries,
individualized visualization of clusters and by hiding certain
parts of the graph (e.g. closing of clusters).

Each meta-node νi is checked against all metanodes νj , j =
1, .., i − 1. To find out if the inner or outer bounding box
has to be used the same cases as in Section 3.2 are distinguished, except this time we additionally check if ν1 is a
subcluster of ν2 or vice versa. If these particular cases are
not handled separately the break condition would also break
if the superordinate metanode is inside the outer bounding
box of the subordinate node. For instance in Figure 3 the
algorithm would also stop if A is inside bouter of B. It should
be noted that these additional cases can also be considered
in the meta layouter with the downside of getting slightly
larger graph embeddings.

However, since the presented technique is a layout adjustment method, the quality of a final embedding depends on
the initial layout. Figure 6 through Figure 8 show results
achieved with the proposed algorithm. Although the repulsive part of the algorithm has runtime of O(|C|2 ), the algorithm performed well in practice, because usually |C|  |N |.

3.4

Closing and Opening of Clusters

Clusters can be closed or opened dynamically. This allows
the user to hide certain parts of a large graph in which he is
not currently interested. If a cluster Ci gets closed, the size
of the bounding box and the boundary are scaled down by
a certain factor f in regard to the center of the outer bounding box AABB and is marked as closed. All subclusters of
Ci are marked as hidden and their bounding boxes remain
unchanged. Hidden subclusters are completely suppressed,
neither their outline nor their corresponding nodes and edges containing these nodes are shown. For a closed cluster
only its content is invisible.
Since we can be sure that the layout is non-overlapping
(meta-nodes corresponding to hidden clusters are excluded)
only the attractive part of the meta spring embedder is executed to contract the layout. This keeps changes local, preserving the mental map ([16]). If due to this process a closed
cluster is moved, all of its hidden subclusters are moved accordingly (this guarantees that if a closed cluster is opened
again all of its subclusters are contained in its outer bounding box).
If a cluster gets opened, its bounding box is scaled by the
factor 1/f and is marked visible as well as its subclusters.
However, the situation can also be handled differently. For
instance, subclusters may only get tagged visible until a closed cluster is encountered. This allows successive reopening
of closed clusters. This time both the attractive part and the
repulsive part are executed (since there can be overlapping
bounding boxes once a cluster is opened). Figure 5 illustrates that concept where a cluster is closed, moved during the
layout process and opened again (see also Figure 7).

5.

Another problem lies in the calculation of the dynamic natural length, which restricts the closeness of two meta-nodes.
In many cases this distance is too far. A solution could be
to determine the length more precisely by measuring the distance from the midpoint to the AABB. K-dops [13] would
approximate the convex hull of the node set more precisely
than AABBs leading to a better estimation of the natural
length. The overlap test between two k-dops is a general version of the AABB1 collision check (see Section 3.3). In the
overlapping case maximal k/2 interval tests are necessary.
Furthermore the optimal bounding volume for a cluster in
the hierarchy can be easily computed by merging the bounding volumes of the subordinate clusters. Therefore a more compact layout with negligible computational overhead
would be possible.
As shown by Frishman et al. [6] the high computational
power of GPUs can be harnessed to accelerate force directed layout algorithms. We are planning to make a GPU implementation of the presented meta layouter based on the
work of [6, 7] which also performs the collision detection on
graphics hardware.
By now, only the force model by Fruchterman et al. [8] has
been used. It would be of interest to compare the results
with results reached with other force models, for example
the one proposed by Eades et al. [5] or Creek [2].

6.
4.

APPLICATIONS

The presented method was written in C++ and is successfully used in the Melvil R Knowledge Exploration Software
by uma information technology GmbH.

FUTURE WORK

The main problem is the break condition of the algorithm.
In some cases it aborts the calculation too early, yielding a
layout with long distances between meta-nodes. We currently experiment with separating the repulsive and attractive
forces. That means, in a first step only repulsive forces are
working until a layout with non-overlapping meta-nodes is
reached. Second, the meta-nodes are contracted by stepwise
reducing the edge length about a certain amount as long as
no overlapping occurs.

CONCLUSIONS

We have presented a force-directed layout adjustment algorithm for the drawing of hierarchies of clusters. Cluster
1
In fact, an AABB in two dimensions is a special case of a
k-dop with k = 4

Figure 5: Left: An initial layout of a graph with four clusters A, B, C and D. Middle: Cluster C is closed by
50%, therefore both bounding boxes of C are scaled in regard to the center of its outer bounding box. The
bounding boxes of the subcluster D remain unaltered. D and its contents as well as the nodes of C are just
hidden (depicted grey in the figure). The force directed placement algorithm displaces C by the vector v,
therefore the same displacement is carried out on D. Right: C at its final position after the FDP algorithm
has finished. When C gets openend the bounding boxes are rescaled to the original size. The subcluster’s
bounding boxes are automatically at the right position. However, the inflated bounding box may overlap
other (C overlaps B).

Figure 6: A graph representing various countries of Europe and Middle East. An embedding of the graph
without clustering is shown on the left. Annotating this graph with clustering information for certain regions
(Western Europe, Eastern Europe, ...) leads to a visually more comprehensible representation (right). The
cluster centers were detected automatically.

Figure 7: The initial layout of the graph is shown on the left. The clusters Western Europe and Eastern Europe
are closed (middle). Their boundary are shrinked to 20% of their original size and their contents are hidden.
If the clusters are reopend again the inflated clusters are arranged properly (right).

(a) A graph showing the interconnections between various music artists.

(b) Close-up view of a graph describing the life and work of Wolfgang
Amadeus Mozart.

Figure 8: Two examples graph showing results achieved with our algorithm.
hierarchies allow the user to adopt the granularity of the
graph to their specific needs. Users can therefore suppress
parts of the graph which are currently not of concern. Calculating an overlapping free layout with FDP requires some
attention when determining the ideal length of edges. Two
bounding boxes ensure that a cluster is not placed inside
the boundary of another cluster nor in a cluster hierarchy
where it does not belong. Before the layout adjustment can
start, a meta graph is derived based on the initial layout and
clustering information. The main motivation for this work is
from the domain of semantic net exploration and knowledge
space visualisation. Examples from these fields were shown.
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APPENDIX
A. AUTOMATIC CLUSTERING
We implemented an algorithm for automatic detection of
clusters in a directed graph which showed to be useful in
regard to semantic nets. In our case each cluster Ci has a
unique node designated as cluster center nic .
In a first step, this cluster centers are identified by finding
nodes which fulfill the condition o(n) − i(n) > t where t is
a user-defined threshold and i(n) is the in-degree of a node
n, defined as the number of directed edges pointing to n,
mathematically

i(n) = |{m|(m, n) ∈ E}|

(3)

Similarly, the out-degree o(n) is defined as

o(n) = |{m|(n, m) ∈ E}|

(4)

Furthermore, nodes which lie within a graph-theoretical distance2 d – also a user specified value – from a cluster center
nic are assigned to the node set NCi of the corresponding cluster Ci . Note that for the time being a node can belong to
different clusters.
Second, if a cluster center nic is part of the set of nodes of
a cluster Ck , the cluster Ci may be a subcluster of Ck and
is therefore marked as possible candidate. We will refer to
the possible subcluster candidates of a cluster Ci as pc(Ci ).
The union set NCi ∪ NCk is removed from NCk to ensure that
those nodes only belong to exactly one cluster.
Next, the subcluster hierarchy is built from the possible candidates determined in Step 2. For example, in Figure 3 cluster C is a possible candidate as a subcluster of A as well
as B. However, only one predecessor is allowed for C. To
determine the correct predecessor of a cluster Ci we have
to find a cluster Ck where Ci ∈ pc(Ck ) but @C1 ∈ pc(Ck ),
C1 6= Ci with Ci ∈ pc(C1 ) and @C2 ∈ pc(C1 ), C2 6= Ci with
Ci ∈ pc(C2 ) and so on. For the given example C must be a
subcluster of B because pc(A) = {B, C} contains the cluster
B which also has C as possible candidate.
Finally, nodes n are resolved which still belong to more than
one cluster Cs = {C1 , C2 , ..., Cn }. In such a case we base our
decision on the number of edges

2
the length of the shortest path in the graph connecting two
vertices

d(n, Ci ) = |{m|(n, m) ∈ E ∨ (m, n) ∈ E, m ∈ Ci }|
with Ci ∈ Cs

[14] W. Li, P. Eades, and N. Nikolov. Using spring
algorithms to remove node overlapping. 2006.
(5)

[15] J. B. Macqueen. Some methods of classification and
analysis of multivariate observations. In Proceedings of
the Fifth Berkeley Symposium on Mathemtical
Statistics and Probability, pages 281–297, 1967.

which connect such a node n with other nodes of the clusters
in question Cs . If n has the same number of connections with
nodes of different clusters, mathematically d(n, Ci ) = k ∀i =
1, .., n we remove the node from all clusters in Cs and assign
it to a possibly existing superordinate cluster. Otherwise a
cluster Ci ∈ Cs must exist, for which d(n, Ci ) is maximal. In
this case n is assigned to Ci and removed from all clusters
in the set Cs \ Ci .

[17] T. Möller and E. Haines. Real-Time Rendering. A K
Peters, first edition, 1999.

B.

[18] G. Nizar, C. Michel, and B. Nozha. Unsupervised and
semi-supervised clustering:a brief survey, 2005.
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